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What we have done 
The table shows what we said we would have done by the mid-point of the project and what 
we have actually done.  As can be seen, aside from the number of foreign field trips, we have 
done more than we promised.  There are slightly fewer field trips because, as we discovered, 
using undergraduates as our sample, 
field trips were limited to term time, 
well away from examination periods; 
this compresses our travel times.  We 
have been to more locations because 
some of the early ones proved 
inappropriate and because we have 
added the relationship between ethnic 
groups in South Africa into the 
project.  Note that we have reinvented the way we play the game and that is why the lower 
two lines of the ‘what we have done’ column vary so markedly from the ‘proposed’ column.  
The most revealing statistic is that we proposed that by this stage we would have collected 
2,400 judgments – which we now understand would have corresponded to only 600 
independent data points – while we have actually collected 5762 independent data points – 
nearly ten times as many as we proposed – and around 11,500 judgments.  We have 
processed more than 8,000 participants playing one role or another! 
 We proposed to play imitation games and supplement the judgments by showing 
completed dialogues to three times as many judges as took part in the initial trials.  We soon 
concluded, however, that the supplementary judgments could not be treated as independent as 
they would likely reflect any non-representativeness in the much smaller number of games 
played.  We now consider that supplementary judgments of completed dialogues should be 

treated only as a check on the reliability of the 
judging process.  We developed a computer 
program that simulated the experiment and this 
indicated that 200 independent judgments per 
site/topic were needed to generate the 
appropriate statistical power rather than the 15 
we proposed.  (The smaller sample was adequate 
for the much smaller and more carefully 
supervised experiments on which the proposal 
was based.)  We invented a method, dependent 
on new computer software, for any even number 
of players (from 18 upwards) to play three 
games simultaneously over about 90 minutes.  
We found this worked satisfactorily even though 

all players were located in the same computer laboratory – they did not know who they were 
playing with – and this solved the horrendous logistical problems of coordinating the 
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proposed 

What we 
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Foreign field trips 20 18 
Foreign locations 8 11 
Cardiff runs n/a 6 
3-person Imgames 600 606 
Independent judgments 600 5762 
All Judgments  2400  c11,500 
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are typical of what we have found.  In nearly all cases pass rates are ordered in the way we 
would expect.  Here one sees higher pass rates for countries where religion is more part of 
everyday life.  There are no significant differences between countries within the two 
differently shaded groups of three but, at 30%, the difference between the means of the 
groups of three is very marked.  Perhaps reassuringly, there is also the occasional surprise.  In 
this case the extraordinarily low pass rate for Rotterdam, which has proved robust under 
replication, is something worth further investigation – we would have expected Rotterdam to 
fit within the lower pass rate group of countries but it is very much lower.  We also found the 
pass rate of Budapest a bit higher than we expected.   
   We say it is reassuring that there are surprises because it shows that we are not 
reporting hidden experimenter biases – the unexpected results were initially experienced as 
heartbreaking – and it shows that the method can reveal surprises of sociological significance.  
We have had two other such surprises.  We believed that when we ran experiments on 
sexuality (straight males pretending to be gay), Southern European Granada would reveal a 
homophobic tendency.  In fact, to our initial crushing disappointment, there was a high pass 
rate.  It was only later that we found that Granada has a flourishing gay culture and that, 
according to the PEW centre for social research, Spain is the most gay-friendly country in 
Europe.  (See below for an explanation of our ‘Initial Cultural Ignorance’.  
 Another initially surprising result emerged from South Africa (not part of the original 
proposal).  DuBois’s double-consciousness hypothesis led us to expect that blacks would find 
it easier to imitate whites than vice-versa but the result was a pass rate of 95% for whites 
pretending to be black and 66% for blacks pretending to be white.  On further consideration, 
however, it would be wrong to expect South Africa in 2013 to be sociologically similar to an 
America in which most blacks were slaves or servants.  In South Africa the vast majority are 
black and therefore few would have been expected to have needed to learn white culture in 
order to serve white masters and mistresses even under apartheid.  In post-apartheid South 
Africa, black students at Cape Town University (our sample), would not be expected to have 
the servant mentality whereas whites might well find it expedient to know the culture of what 
are now a ruling majority.  The thesis is one of whites being ‘cultural omnivores’.    

The Central and Vital Tension 
That we could be caught by surprise in this way exhibits the central tension in the whole 
research design.  This arises out of the ‘proxy-researcher’ concept of the game discussed in 
the research proposal.  It is the players of the game who are the researchers – they are proxy 
researchers.  This means there is no need for the main researchers to learn the languages of 
the players or to understand the cultures being investigated; we conduct research without any 
deep understanding and it is, therefore, easy for us to be taken by surprise.  It is often only 
after results are in that we discover more about the substance of the cultures we are 
investigating.  For qualitative researchers (which we have been all previous research lives) 
interested in the nature of science, these quantitative surprises are a new kind of experience 
providing materials for analytic reflection on the nature of quantitative research – a project to 
be completed in the future.  Crucially, as far as the new method is concerned, we want to 
preserve ‘initial cultural ignorance’ (ICI).  In principle, the ICI feature of the design means 
that results can be rapidly and relatively cheaply collected across large cultural divisions 
without much initial research investment.  Furthermore, in principle, the results should be 
robust both cross-culturally and cross-temporally since it is the players that provide the 
cultural knowledge.  Unfortunately, as we have slowly discovered, there is a gap between the 
principle and the practice; the research has now turned understanding the reasons for this gap 
and searching for solutions that do not abandon the proxy-researcher idea.   



The replication problem and signal to noise. 
Initial attempts at replication of results suggest that the large differences we find survive but 
small differences are not robust even when they are statistically significant.  Perhaps we 
should not be surprised at this.  We have set ourselves a standard that is unusually demanding 
for the social sciences – repetition of findings year on year.  But more and more it is being 
realised that the social science gold standard – the 5% or 2 sigma level of statistical 
significance – does not guarantee the robustness claimed.  It is worth noting that high-energy 
physicists, who generally have far more control over the experimental spaces they work in, 
demand 5 standard deviations to licence the report of a discovery and this is because they 
understand the many variables that are not covered by the calculation of a significance level 
(Collins, 2013).  Even high energy physicists’ 5 sigma results occasionally prove 
unrepeatable, however (Franklin 2013).  Ioannidis (2005) has argued that, statistically 
speaking, most published research findings in the natural sciences are likely to be false. This, 
combined with the high profile failure to replicate several established finding (Yong, 2012), 
has led some to claim that there is a ‘crisis of replicability’ in the experimental psychology 
(Pashler and Harris, 2012). The crisis is not only one of method (questions of samples, 
statistical power, p values and so on), but is also sociological, with little esteem granted to 
‘straight’ replication or the reporting of failures to find statistically significant findings.  
survey research is vulnerable to the same ‘crisis of replicability’ as has occurred in 
experimental psychology.  In a 1984 review of the state-of-the-art, Turner compared a 
number of existing survey data sets and demonstrated that well-established surveys 
apparently measuring the same attitude could arrive at very different results. One of his 
examples was a comparison of measures of support for the public funding of science in the 
NORC General Social Survey (GSS) and the National Science Board surveys. The GSS 
showed steady support for public funding while the National Science Board surveys showed 
a ‘precipitous’ decline in support. Turner concluded that the decline was an artifact resulting 
from changes in question order.  Question order and context, as well as question ambiguity, 
response categories, and the degree of reference to the everyday lives of the respondents, 
were all understood to be sources of non-sampling variability (Schuman 2008) and much 
effort is nowadays put into standardising survey questions though there seem to be few 
regular straight replication tests statistical significance having become the effective gold 
standard even though it deals with only part of the variability.  Yet in a survey there are, as 
we might say, only four ‘moving parts’: there is the phrasing of the questions; there is the 
administration of the questions; there is the sample; and there is the performance of the 
respondents.  In the way we play imitation games there are at least twelve moving parts: there 
is the performance of the JIs and of the S1 pretenders and of the S1 non-pretenders; there is 
the performance of the S2 pretenders; there is the performance of DJs; there are the 
instructions given to the participants by the different local organisers; there is the way they do 
their ‘light touch’ filtering, and there is the matter of sampling at every step.  Furthermore, 
with the exception of the light filtering, because of the attempt to preserver ICI, no attempt is 
made to standardise any of the performances in the way of surveys.  Finally, there is the fact 
that in this experiment we do not have the resources to design stratified or even properly 
randomised samples but must take such undergraduate students as we can recruit from 
whatever source we can find them.  (We do, however, administer a questionnaire to our 
participants, allowing us to do some retrospective stratification but we have not yet had time 
to try it.) 

Unsurprisingly, we have found that the experiment is beset by what physicists would 
call a ‘poor signal to noise’ ratio.  We were not expecting this because we moved to the mass 
experiment from small-scale, carefully supervised play, within one culture, using unpaid 
volunteers where the effects we were looking for were large – eg the difference between gay 



participants pretending to be straight and straight participants pretending to be gay.  Now we 
are looking for small differences – such as the difference 
between two sets of straight participants from different 
countries each pretending to be gay.  Unpaid volunteers are 
always interested in the game and in our experiments they 
were often members of university staff and the like; they 
always tried their best, took the object of the game seriously, 
and when we played with small numbers we were on hand to 
give guidance about general principles of play.  We have 
found that a proportion of our paid volunteers – always 
university students – are there only for the money and some 
of them do the minimal required for the pay; we have even 
found some participants pretending to have the characteristics 
required to fill vacant spots on the schedule when they do 
not.   

Careful analysis shows that poor play generally 
increases the observed pass rate.  The figures illustrate how 

the effect propagates through the experiment when individuals play badly at Step 1.  The 
columns show mean pass rate for ‘dialogue sets’ (DSs) – the outcome of ten or so Step 2 
pretenders answering a single set of questions judged at Step 4.  The columns are ordered 
according to pass rate.  The first column chart (Helsinki) shows that one Step 1 set of 
questions or set of non-pretender answers were so poor as to encourage judges (DJs) to make 
more wrong guesses than right (the outlying column to the right) while the second chart 
(Granada) shows three poor performances.  This ‘scorpion’s tail’ of high outliers is often 
found.  And this, it should be born in mind, is after Step 1 has been lightly filtered by the 
local organiser to weed out those who did not follow instructions.  The scorpion’s tail raises 
overall pass rate but we believe that, in addition to this, lack of serious effort across the board 
leads to a squeezing of results into the upper range and poor discrimination between 
experiments.  Worse still, the seriousness of this kind of problem varies from culture to 
culture vitiating the in-principle cultural neutrality of the method.  Furthermore, cultural 
neutrality can be further damaged because style of play can be affected by the very subject 
matter we are investigating.  For example, in homophobic countries it seems that gay judges 
are less likely to ask the kind of question – eg about the physical details of sexual practices – 
that they know straight participants will find distasteful.  This kind of effect will raise the 
pass rate where it should be low.  (We plan to investigate this effect by trying questions 
generated in non-homophobic countries in homophobic countries and seeing if the pass rate is 
reduced.)  We know we could reduce the impact of these problems by standardising the 
questions and non-pretenders’ responses that are generated at Step 1 but that would erode the 
proxy-researcher element of the design.  Instead we are embarking on a series of 
investigations of the problems similar to our tests of reliability of judges at Step 4.  We will 
compare the outcomes using different sets of Step 2 pretenders and different sets of 
pretenders, non-pretenders and JIs at Step 1.   We will also continue to investigate statistical 
procedures for eliminating the scorpion’s tail – always being careful about the possibility of 
self-serving statistical massage – and we will also investigate the impact of retrospective 
sample stratification and we have more radical innovations in mind since we intend to 
continue to retain replicability rather than statistical significance as our gold standard.  (There 
is some cause for reflection in this given Collins’s (1985/92) analysis of the process of 
replication.   

 
 



Group Play  
Much of this effort may be short-circuited by a recent discovery.  It may be possible to 
‘square the circle’ by controlling the experiment more carefully while still keeping the proxy 
researcher design.  In experiments conducted in Granada on gender, it was found that pass 
rates were dramatically reduced if, at Step 1, instead of individuals, groups of 4 played 
together in each role.  It seems that group play swamped the effect of careless individuals, 
that group pressure caused everyone to work harder and produce better performances, and we 
observed that, as with our early unpaid volunteers, the groups enjoyed the game, notably the 
discussion among themselves.  In the DS charts below, grey columns are the outcome of 
individual games and black columns the outcome of group games’ overall mean pass rates are 

shown in the 
corresponding 
shade.   DJs 
were not aware 
of what kind of 
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outcome of 

group-based DSs demonstrate much lower pass rates on average than individual-based DSs 
and the resulting mean pass rate for groups is strikingly lower than for individuals.  If it 
continues to show promise, the group method will square the circle because motivation as 
well as monitoring and filtering of dialogues will be provided by the players rather than the 
researchers.  To extend the metaphor, group play, it seems, ‘reduces the slack’ in many of the 
moving parts.  Group play will also opens the possibility of recording and transcribing the 
interaction within the groups, producing a second kind of qualitative data in addition to the 
substance of the dialogues themselves.  Each group interaction can be thought of as a kind of 
small focus group – as many focus groups as there are games – working without the need for 
outside convenors, the game itself acting as a kind of ‘auto-convenor’.  Once more, the 
crucial and unique proxy researcher idea would be preserved. 
 It should be noted, in case it was not already obvious, that the notion of ‘pass rate’ has 
meaning only when comparing experiments carried out with matching protocols.  Here we 
have shown that pass rate can be readily changed by changing the experimental protocol.  
The overall outcome of the project has to be to come up with a standardised protocol that can 
endure indefinitely when used for cross-cultural and cross-temporal comparisons and that is 
what we are working towards.  

Analysis of the dialogues 
So far it is the quantitative results that have been discussed but the method also produces 
qualitative data.  As has been mentioned, if the group method continues to show promise we 
will be collecting a second set of qualitative data – the quasi-focus group material – but we 
already have the dialogues from all Steps of the game.  We have recently begun serious 
analysis of the dialogues produced at Step 1and these are already showing promising results.  
For example, gay judges ask different kinds of questions in homophobic and liberal countries.  
As has been pointed out, this difference represents noise in the quantitative data but is an 
interesting qualitative result in itself.  Thus, we can separate types of questions into 
‘biographical’ – such as, When did you first realise you were gay? or, Does your family know 
and understand your sexual orientation? and ‘preference’ such as, What do you like doing in 
bed? Or, Who is your favourite porn star and why?  We hypothesise that fewer preference 
questions and more biographical questions will be asked in homophobic countries because 
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DS-based breakdown of Granada Results on Gender 



the chief concern will be with the very existence of the sexual preference rather than its 
variants.  This hypothesis is strongly supported by the data.  Existing survey data indicates 
that Cardiff and Granada are liberal while Wroclaw is at the more homophobic end of the 
spectrum.  In the liberal locations the percentage of the two types of questions was roughly 
the same -- 35% biographical and 38% preference (these figures showing good replicability 
over three trials) -- whereas in Wroclaw it diverged markedly in the expected direction– 50% 
and 17% respectively (one trial so far).   

Another striking qualitative result is provided by the South African data.  Here the 
hypothesis is that whiteness, as the long-standing dominant culture, will be thought of as the 
‘ordinary state of being’ whereas blackness will be thought of as exotic and exhibiting special 
features.  (Just as in the UK Englishness is the ordinary way of being and has not marked 
properties whereas Scottish, Irish and Welsh all have exotic features worthy of remark.)  The 
hypothesis leads to the expectation that white judges will ask comparatively more questions 
to do with biography such as, Is your family religious? How do you experience religion? and 
Please describe a typical Christmas eve and christmas day with your family, and less to do 
with special features of the culture that require knowledge of exotic practices such as, What 
determines the value of lobola? and how is it negotiated? and What does a guy that 
impregnated a girl have to before the child is born, if they are not married?  The hypothesis 
is that the balance will be different for black judges.  The results do run strongly in the 
expected direction, the percentages for black judges being 39% biographical and 23% 
knowledge whereas for white judges they are 53% and 9% respectively.  An attempt will be 
made to replicate the South African results, both quantitative and qualitative, in February 
2014.     

General aspects of the project 
Organisationally, the project has been a huge success.  Among other things we are pioneering 
a new kind of research organisation.  Where there were no existing contacts, the PI started by 
‘cold calling’ academics in sociology or similar departments in European universities, and 
finding someone who would be prepared to recruit a graduate student or post-doc to act as 
‘local organisers’ and arrange the experiments for us.  We were successful in all cases.  Of 18 
field trips 15 have been completely successful in terms of organisation, only 3 being less than 
optimum as a result of organisational errors or misunderstandings.  The energy, initiative and 
enthusiasm of these young local organisers has been a revelation and has bolstered my (Harry 
Collins’s) faith in the future of European social science.  (The South African fieldwork 
emerged out of personal contact after Collins was invited to give a keynote address at the 
annual meeting of the South African Sociological Association.)   

Energy, inventiveness and initiative has also characterised the local team employed by 
the project.  The initial team members (Collins, Evans and Weinel) each made vital 
contributions to the re-invention of the method and, later, both the group play idea and the 
innovative qualitative analyses emerged from the more junior members of the team.  Another 
idea emerging from the junior members is the use of the game for reducing prejudice: initial 
‘before and after’ tests of straights pretending to be gays indicates that taking part does have 
such a pedagogic effect and we will explore further.  The team has also worked heroically in 
the face of computer problems.  While the main features of the program were assembled quite 
early in the exercise it has proved enormously difficult to make the complex program run 
smoothly when using the many different browsers, browser generations, firewall and caching 
conventions, and connection capacities that we have encountered in the varied fieldwork 
locations.  The team on the spot has found itself desperately telephoning our programmer – 
himself working unpaid evenings and weekends – and working long into the night to 
complete fieldwork assignments in the face of time-consuming breakdown after breakdown.  



The initial budget hugely underestimated the time and effort needed for computing support, 
not least because of the re-invention of the way the game is played – which is much more 
computer intensive (a separate section – below - will cover the evolution of our computing 
needs).  Thankfully, the project seems to inspire great loyalty and enthusiasm among those 
who work on it.   

Continuing with the positive, local organisers have met for research conferences 
and/or at our annual SEESHOP meetings and several of them have become so animated by 
the research that they have begun their own projects using the method – notably the local 
organisers in Rotterdam (two papers currently under review) and Granada (the method now 
being taken to Madrid).  Faculty members who have encountered the method at conferences 
have also adopted it notably for studying engineering expertise among sustainability students 
at the State University of Arizona, for various projects at the University of Waterloo in 
Ontario and for analysing Chinese culture among students at the University of Geneva.  
Networking between the Local Organisers is supported by a closed facebook group, which 
we use to share advice and good practice, and have also started an expertise blog 
(blogs.cf.ac.uk/imgame) that we use to dissemination information about the project more 
widely. 

As a result of our winning a Proof of Concept grant, we have also developed an app 
for downloading onto Apple and Android devices.  This is known as ‘Masquerade’ and 
allows the game to be played on one device by three players or three groups.  The device is 
passed around among participants as they complete their turns.  Though designed as a 
pastime and an educational tool, Masquerade can also be used for ‘light touch’ research.  For 
example, it has been used for exploratory research at a conference of software testers in 
Gothenburg (Eurostar 2013).  There 51 researchers were split into 17 groups consisting of a 
very experienced tester, a tester with medium experience and a tester with little experience.  
Each group of three then played three games between themselves and the results showed that 
more experienced judges were better able to distinguish between the more and less 
experienced players than the less experienced judges.  Playing the game also caused the 
participants to think hard about the nature of software-testing skill – a pedagogic spin-off that 
we hope to develop. 

Computing 
In ways that were not anticipated, computing has proved central to the project almost from 
the start.  Early work had to be done by non-specialist members of the team.  The PI used his 
self-taught BASIC language skills to write a program that simulated the playing of the game 
and analysed its statistics by using a Monte Carlo procedure; much later we were to 
understand that we had, effectively, re-invented a straightforward version of the ‘bootstrap’ 
method.  This program is now regularly used to analyse confidence intervals and statistical 
significance and it was this program that led to our understanding that we needed to increase 
our number of independent data points hugely.  A second BASIC routine works out how to 
distribute completed dialogues to DJs such that judging can be repeated twice with no DJ 
encountering the same set of S1 questions twice.  A third BASIC routine allocates players to 
games such that (a) the same group of players can play a second time without encountering 
anyone they have played with before and (b) tables of ‘who plays with who’ are generated 
which is used for laboratory seating plan program that keeps players in the same game as far 
from each other as possible.  (Generating such plans from the ‘who-play-with-who’ input is a 
difficult mathematical problem which was worked on in another local university and solved 
using AI techniques.)  In the meantime, team member Evans verified the BASIC statistical 
program by reproducing it in EXCEL and has also developed a series of spreadsheet formula 
for analysing the data in different ways as it is generated.  A number of Word macros have 



also been developed in order to manipulate and re-format the large volume of data generated 
in a single fieldwork trip. The main program was being developed simultaneously and most 
of the above programs have been or will be incorporated into it.  We have also found that the 
more we examine ways of investigating and reducing noise, the more we need new routines 
in our main program.  Fortunately, some of our substantial contingency fund can be used for 
software development.  It is also being used to increase the number of experiments we can 
run. We have recently purchased 24 laptop computers, which means we are no longer 
restricted to existing computer labs for conducting fieldwork: anywhere with some tables and 
an internet connection can now be turned into a computer lab. This greatly increases our 
capacity and the same system could also be used in non-UK locations if local facilities prove 
unsuitable.   These machines could also be used as a ‘portable laboratory’ for transport to 
non-UK locations if local facilities prove unsuitable but this would be a last resort as we 
would need to obtain local keyboards (we have already had to set up a local server in 
Granada because of poor network connectivity). 

Budget and team  
Because of the excellence of the local organisers and the fact that they meet together 
regularly to discuss the experiment, we have found we can mostly do without the anticipated 
preparatory trips to distant locations.  We have also been very careful in our spending on 
travel and subsistence.  This is what has enabled us to build up a large contingency fund.  As 
explained, part of this has enabled us to have a programmer on hand to complete and enhance 
the main program, to design and write the program for the portable laboratory, and to provide 
input in respect of our continual decision-making in respect of software matters.   Our 
programmer also takes part in field trips, acting as a full member of the team, and solving the 
kind of computer ‘teething’ problems that caused so much trouble in the past.  We also now 
employ a new team member, assisted by a temporary part-timer, to work on qualitative 
analysis.  It is these two who have done such good work in the initial stages of dialogue 
analysis.  Our contingency fund has proved vital since there is simply too much data for the 
original team members to analyse and the development of the quantitative aspect of the 
project would otherwise not leave space for proper qualitative work.  Furthermore, qualitative 
analysis does require that the participants acquire a measure of local cultural understanding – 
the need for which can be seen in the examples of qualitative analysis offered above – and 
this would stretch the original team too far given the number of locations. 

Analytic Summary and Conclusion 
We began this project naively: we would simply prove the method works and show that its 
results are repeatable.  But, as the history and the sociology of science show, no-one should 
undertake pioneering research without expecting things to go wrong.  In my own career, 
everything I have ever undertaken has gone wrong but the final outcome has always been 
more interesting than if things had gone as expected.   In this case, what went wrong was that 
we embarked expecting to be able to make do with sample sizes that were at least ten times 
too small even to reach a level of statistical significance and that it then turned out that the 
experiment was so complicated that reaching even very good statistical significance is not 
good enough to guarantee replicability of results – not that this is untypical of social science.  
To date, the consequence of our initial naivety has been that we have had to develop a far, far 
richer experiment along with all manner of computer tools that were never part of the original 
proposal.  When we set out we knew the Turing Test was more complicated than people 
thought because the PI had written two chapters about it (Collins, 1990, Chs 13+14).  But 
now our understanding of the Imitation Game, which is the Turing Test with humans, is 
almost immeasurably more complete and grows deeper by the week as we investigate 



different aspects of the game.  We have only just started to investigate the qualitative data 
and we stand at the threshold of what could be another major breakthrough – the group game.  
In sum, the project has been frustrating and heartbreaking but as a result, and given the efforts 
and loyalty of the team, it has also been fascinating and stimulating – a real research 
experience demanding a level of creativity, ingenuity, hard work and heroism of which we 
are very proud.     

New Concepts, Publications and Presentations 
The project is pioneering in many ways.  Uniquely (or almost uniquely) it uses social-
psychology-type experiments to carry out surveys of social change and difference; it collects 
qualitative and quantitative data simultaneously; and, as mentioned, respondents act as ‘proxy 
researchers’ so that data can be collected by culturally ignorant investigators with informed 
analysis coming later. The experiment has also led to new conceptual distinctions and a wide 
range of questions well beyond its immediate topic.  We have developed a new distinction 
between ‘probes’ of uniform communities (think natural language conventions) that don’t 
turn on statistical representativeness and ‘surveys’ which do.  We believe our Monte-Carlo 
approach to statistical analysis asks interesting questions about current practice in statistical 
analysis in general – especially in the social sciences:  if fast personal computers that could 
simulate random processes been available 100 years ago, would students still be struggling 
with the concept of the normal distribution since it is far more direct and obvious to make 
many random simulations of an experiment or survey and simply inspect the result for the 
number of outcomes that fall in certain ranges while the basic assumption, that the population 
distribution is represented by the sample distribution, is clear for all to see?  We are looking 
at an intellectual puzzle to do with calculating significance levels that our colleagues in social 
science cannot immediately answer: before calculating pass-rates we collapse the game 
outcomes from three categories (wrong guess, right guess and don’t know), into two (net 
right guesses=right guesses-wrong guesses, and don’t know).  If we collapse the data before 
we simulate the experiment we find, very roughly, that a 10% difference in pass is 
statistically significant at the 5% level whereas if we do the simulation before collapsing it 
requires 15%.  This is not a matter of practical concern because the systematic errors mean 
that the 5% confidence level is too low to mean anything sociologically so we would always 
be looking for effect sizes of at least 20%.  We have developed our own solution to this 
puzzle in a short paper presented at a meeting of local organisers and at a departmental 
meeting of our School’s survey group (the less conservative approach is the correct one), but 
have yet to find the right statisticians to comment on it authoritatively.  As mentioned, the 
way we have handled the project has also thrown up mathematical puzzles – the laboratory 
seating plan – and the project’s wide disciplinary reach is one of the reasons it is so 
stimulating. 
 The project also reaches deep into social science methodology.  We take our sample 
sizes as being the number of pretenders at Step 2 which is the same as the number of 
independent judgments at Step 4.  But these are based on the much smaller sample of judge-
interrogators and non-pretenders who make their contributions to the dialogues at Step 1.  We 
have thought deeply about how this can be justified.  In simple terms, it can be justified to the 
extent to which the Step 1 judges and non-pretenders are drawn from a uniform community 
such that a sample can be socially representative without being statistically representative – it 
is enough to ‘probe’ the group rather than ‘survey’ them.  The theory has been more fully 
worked out in a paper which was presented to the Copenhagen meeting of the Society for 
Social Studies of Science in October 2012.   The basic idea can be grasped by thinking of 
how one would investigate the placement of the verb in a native language such as English; to 
say that one would need to investigate a statistically representative sample of English 



speakers would be to misunderstand the problem since every English speaker – eccentrics 
aside – represents the language in this respect.  This means that a few haphazardly chosen 
representatives are adequate – just enough to avoid outliers.  The difference between probes 
and surveys does not seem to have been discussed before in an explicit way in the social 
science literature though it is implicit in the idea of the ‘native informant’, which 
characterises anthropology and ethnography.   Our Step 1 interrogators and non-pretenders 
are equivalent to a gathering of ‘native informants’. 
 The project, as intimated, is also providing first-hand experience that will feed into 
our main career work as social analysts of science.  We career-long qualitative researchers 
have now experienced quantitative research at first hand and it is clearly different.  In 
qualitative research there is none of the impotence of waiting for results to come from the 
field and to be analysed nor is there ever that ‘kick in the stomach’ that comes when 
outcomes are so different to expectations as to indicate what seems like total failure.  It is 
possible that the vocal insistence of quantitative researchers on the unique objectivity of their 
methods has to do with the fact that data are initially experienced as entirely beyond the 
control of the analyst.  Of course, this is not as true as it feels and in our first small scale 
experiments we would never have believed our results had we not been able to see from the 
dialogues that the numbers were representing a real world process.  Even in the large scale 
experiments we continually look at the dialogues to check the meaning of the numbers and it 
is, indeed, the dialogues that have explained some of the more initially disappointing results 
in a reassuring way.  There is an interesting analysis of the relationship between quantitative 
and qualitative to be completed here.  
 We are also putting together a book which comprises chapters covering each aspect of 
the project such as relationship between quantitative and qualitative results, the statistical 
analysis, the explanation and justification of the summary statistics used, the analysis of 
different kinds of ‘noise’ and the way these propagate through the experiment and they best 
way to run the experiment so as to minimise their influence.  The project is a wide-reaching 
intellectual exercise with many facets. 

Project presented at the following 17 meetings or seminars among others 
Cardiff Ethnography Symposium (September 2011) 
University of Helsinki departmental seminar (March 2012) 
Research Co-ordination Network Meeting, Sustainable Energy Systems (Boston, April 2012) 
South African Sociological Association (July 2012) 
University of Oslo (September 2012) 
4S / EASST Annual Meeting (Copenhagen, October 2012) 
University of Tel Aviv (March 2013) 
Hebrew University, Jerusalem (March 2013) 
University of Athens (April 2013) 
Budapest University (May 2013) 
Communities of Integration Workshop (Tempe, AZ, May 2013) 
4S Annual Meeting (San Diego, Oct 2013) 
EuroSTAR 2013 Software testing conference (Gothenburg, Nov. 2013) 
Exploring Museum Expertise (Tromso, Nov 2013) 
University of Granada (Nov 2013) 
SEESHOP workshops,  two at Cardiff and one in Arizona State University  



Project related publication 
Collins, Harry, and Evans, Robert, 20XX, forthcoming, ‘Quantifying the Tacit: The Imitation 
Game and Social Fluency’Sociology  XX, XX, XXX-XXX   DOI: 
10.1177/0038038512455735 
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